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Context and Background

BIG DATA era and the widespread adoption of Al in the business sector.

l 9,
> We do reveal Information Y/ @?9 ‘“@ _____
» Such Info are collected by organisations aining & .(&gﬁ @&i Tﬁéé

advantages by employing Al
» Complex tradeoffs from giving away our privacy
» How can we defend citizens’ privacy and
consumer’s rights.

Recently, the popular perception of Al is that of something at the service of
businesses
That does not have to be the case!
Al can unlock consumer-empowering technologies

claudette.eui.eu
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Policies

» Consumers agree but don’t read

» NGOs have competence to control but lack resources

» Business keeps using unlawful clauses



The Queen Is Dead X

THE SMITHS

— 4 \\ —ap

Hey SKYNET, could you tell me the names of all corporations
who will know that | just listened to Frankly, Mr. Shankly by

The Smiths and list all the purposes for which they will use
this data?




The Privacy Policy Landscape

»Very long and complex PPs
»Lack of the necessary info

»Full of vague clause/terms (“we
collect data about your use of our
service”) AND open-ended catalogs

1

(“such as,” “including,” “for example”)



CLAUDETTE meets GDPR: The PRIMA Project

The Golden Standard: Lawfulness Fairness Transparency

Comprehensiveness of information

The policy should contain all the
information required by articles 13 and
14 of the GDPR.

Clarity of expression Substantive compliance

The policy should only allow
for processings of personal
data that are compliant
with the GDPR.

The policy should be framed
in an understandable and
precise language.

Different Levels of Achievement: Optimal and Suboptimal (questionable or insufficient)
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Previous Approaches Novel Contributions

» Detecting and retrivieng information >Goal: detect whether a PP provides

> Classification tasks —> challanges: comprehensive information
* Context dependency, i.e., the examination > New tagging methodology
of single sentences is insufficient

* Verify whether present info is sufficent or
not

» Experimental setting: 6 classification and
detection tasks based on transformer
models and LLMs

CLAUDETTE

An automated detector of potentially unfair clauses

About Cite Contact




Comprehensiveness Requirement
(art. 13-14 GDPR)

Privacy policies should contain all the » Guidelines for the <cat> assesment

information under art. 13-14 GDPR. . .
> E - the Catezories of data collected 1. Fully Informative: IF the <cat> is fully
ocus. the Lategories of data coflecte comprehensive and not vague

(<Cat>) (rq717 ; i
» Goal: detect whether a PP provides (LEVEL="1") [exhau.stlve list _and
comprehensive information in <cat> clauses closed terms e.g. geo info]
> Corpus: 30 PPs in Eng 2. Insuff. Informative: in all the other
> Selection criteria: cases (LEVEL=”2”.)[open list and open
< Services included in the CLAUDETTE terms e.g., usage info]
preexisting data set (142 ToS) > Hyerarchical levels of annotation 2
% Different market sectors taggers 10/30 double marked with Gloss
** Number of users (Savelka and Ashley 2018)

G .
* Global relevance » Annotation at sentence and sub-

sentence levels



Corpus and Guidelines

The <cat> assessment depends on a set of mandatory and optional sub-elements and
attributes.

We described each genus of data (CATEGORY)

Mandatory attributes:

e ID: a numeric string corresponding to the location of the (term denoting the) genus in the
policy
e Kind (of data ): terms describing the genus of data, i.e., its content (e.g., geolocation,
payment, usage, contact information)
e Type (of kind): precision of terms describing the genus.
- Open: terms that vaguely abstract and create ambiguity as to the scope of the genus
(TYPE=“Open”). E.g., “usage information”
- Closed: concrete terms that unambiguously identify the data to be processed. E.g.,
“payment information”
e Link (REF=Cn) between top-level categories (CATEGORY), to capture the contextual
relationships between them.



Corpus and Guidelines

Each genus of data (CATEGORY) e.g., geo info, may include:
2 Optional Sub-elements:

* Specification introducing a list (e.g., “such as”) of
* Sub-category denoting a species of the given genus (e.g., “GPS information”)

Each SPECIFICATION of CATEGORY
2 Mandatory Attributes:

* Type: (i) exhaustive (“Closed”) and (ii) open-end lists (“Open”).
* Link (REF=Cn) between the specification (SPECIFICATION) and each genus (CATEGORY) it
refers to (e.g. between “such as” and “geolocation data”)

Each species (SUB-CATEGORY) of genus
2 Mandatory Attributes: kind (of data ) and Type



Element # Kind # Kind # Kind #

Devicelnfo 378 GeoInfo 105
Bedilencea 6@ Gen 337 Metadata 102 Images 37
cat 749 UsageData 257 UserProfileInfo 98 Financial 28
Sufficiently inf. 181 UserGenerated 196 CommunicationProv 78 Gov 26
Insufficiently inf. 568 BasicAccountInfo 184 AudioTyping 23
T - Contactlnfo 149 CriminalRecord 17

documents 30 InternetHistory 38

Agreement at world level
calculating the Cohen’s k

Sociallnteraction 71

ContentPreferences 58

Element Open Closed Tot Payment 137 Performance 52 Deidentified 8 . C AT_ O 9 7
Category 499 174 673 Purchase 137 Settings 52 LicensingInfo 7 e
SubCategory 088 1250 2238 HealthFltne?s 129 IdenntyVenﬁcatmnIn.fo 46 LlstFnendsInf.o 6 . I_ EV E L_ O 9 4
Specification 451 7 458 Demographic 113 ContactList 41 Languageanalysis 1 = V.
Table 3. Composition of the final corpus. e CATEGORY / SUB-

CATEGORY/NEITHER=0.80

Sufficiently Informative (Level=*“1") Insufficiently Informative (Level=*“2")

® =

Rule 1  No Specification Rule 1  No Specification _

No Subcategories No Subcategories * TYPE=0.71

Category Type = “Closed” Category Type = “Open” e KIND=0.72
Rule2  Specification Type = “Closed”/“Open” Rule2  Specification Type = “Open”

SubCategory Type = “Closed”/*“Open” Subcategory Type = “Closed”/“Open”

Category Type = “Open” Category Type = “Open”
Rule 3  Specification Type = “Closed” Rule 3  Specification Type = “Closed”

SubCategory Type = “Closed”

Subcategory Type = “Open”

Table 2. Criteria for assessing clauses on data processing.



Examples

[Level1-R3]<cat Level="1">We collect<Category ID="C7" Kind="UsageData" Type= "Open">information
about your interactions with the Airbnb Platform</Category><Specification Type="Closed"
Ref="C7">namely<SubCategory Kind="Purchase" Type="Closed" Ref="C7">bookings you have
made</Specification></SubCategory>.</cat> [Airbnb, updated 25/01/2023]

[Level2—R2]<cat Level="2"> We collect <Category ID="C10" Kind="UsageData" Type=
"Open">information about how you engage with the Platform</Category>, <Specification Type="Open"
Ref="C10">including<SubCategory Kind="UsageData" Type="Open" Ref= "C10"> information about the
content you view</SubCategory>,<SubCategory Kind= "UsageData" Type="Open" Ref="C10">the
duration</SubCategory>and<SubCategory Kind= "UsageData" Type="Open" Ref="C10">frequency of
your use</SubCategory><SubCategory Kind="Sociallnteraction" Type="Open" Ref="C10">your
engagement with other users</SubCategory>, <SubCategory Kind="InternetHistory" Type="Closed"
Ref="C10">your search history</SubCategory>and<SubCategory Kind="Settings" Type="Open"
Ref="C10">your settings</SubCategory></Specification>.</cat> [TikTok, updated 19/11/2023].</cat>



Experimental Setting

6 TASKS
+** CAT classification: given a sentence, classify it as CAT or no-CAT.

** LEVEL classification: given a CAT sentence, classify it as sufficiently informative
(LEVEL= “1") or insufficiently informative (LEVEL="2").

**TYPE classification: given a CATEGORY or SUBCATEGORY, classify it as Open or
Closed.

**KIND classification: given a CATEGORY or SUBCATEGORY, classify it as one of the 30
possible KINDs

+*CATEGORY/SUBCATEGORY detection: given a CAT sentence, find the spans of
text corresponding to CATEGORies and SUBCATEGORIies.

**SPECIFICATION detection: given a CAT sentence, find the spans of text
corresponding to SPECIFICATIONS.




Experimental Setting

g evaluated in 2 settings

1. the BIO tagging format: each token/word is classified as B-Class (begin), I-Class
(inside) or O-Class (outside) for each class in question

2. (ii) the IO tagging format, where the B tokens are tagged as |, resulting in I-Class and
O-Class only.

o T (rate 60%-20%-20%), at document level =>
sentences of the same document belong to the same split.

% Splits manually created to

1. balance their composition, (LEVEL and KIND)

2. include as many double-tagged documents as possible in the test and
validation sets, to increase their quality.



Experimental Setting

For all tasks, we experimented 4 models:

L)

X5 : Distil-RoBERTa + LEGAL-BERT

o Fine-tuned with a sequence classification head for the first 4 tasks
(classifications) and a token classification head for the last 2 (detections).

o Trained for 10 epochs in classification tasks and 20 epochs in detection tasks,
with early stopping, a learning rate of 2e-5 and a batch size of 4 for LEVEL
classification and 8 otherwise.

** 2 LLMs: Gemini 1.5 Flash + Meta Llama 3.1
o Prompt-tuning based on the results on the validation set.

o Prompts mostly based on the definitions of the classes in the guidelines.

o In few-shot mode, they contain all the examples of the training set (for CAT
classification only the positive examples, i.e., the CAT tags)



Experimental Results

Model Cat Level Type
cat  non-cat Avg. 1 2 Avg. Closed Open Avg.
Majority baseline 0.00 0.92 0.46 000 086 043 0.00 072 0.36

Random baseline 0.24 0.64 0.44

LEGAL-BERT 0.75 0.96 0.86
DistilRoBERTa 0.77 0.96 0.87

0.58 0.90 0.74 0.72 0.69 0.70

0.72 0.95 0.84 058 086 0.72 0.82 0.81 0.82

Llama zero-shot 0.40 0.66 0.53 038 0.71 0.54 0.68 032 0.50

Llama few-shot 0.43 0.70 0.57 044 081 0.62 0.70 0.56 0.63
Table 4. Results for the CAT, LEVEL and TYPE classifications. We report the F1 score for the classes, along
with their macro average.

0.80 0.81 0.81
0.82 0.82 0.82

Gemini zero-shot

Gemini few-shot




) , Gemini Llama
Kind Maj Rand LB DB
o zero; zero  few  zero; zero  few
Xperimental Results T T T
BasicAccountinfo 0.00 008 043 041 039 051 044 023 033 027
CommunicationProv  0.00 004 054 050 041 067 060 055 057 056
Contactlnfo  0.00 000 056 054 045 059 048 045 046 047
ContactList 000 000 035 035 075 08 097 047 067 057
. . ContentPreferences  0.00 0.00 022 042 042 033 050 029 033 026
> Gemini few-shot reaches the > macro CriminalRecord  0.00 006 000 000 000 000 000 000 000 000
Deidentificd 000 000 029 000 050 029 000 000 000 000
f1 sco re, c losel y followed by both Demographic 000 000 0S8 055 063 054 066 046 046 043
Devicelnfo 000 0.0 080 078 083 088 08 076 074 077
variations Of its zero-s h otm Od e Financial 000 000 040 013 054 065 080 057 057 059
Gen 017 002 071 072 000 076 074 035 047 037
i - Geolnfo 000 005 079 069 079 077 092 082 09 090
Llama is the second- best model. Gov 000 000 0S50 033 025 025 018 000 033 050
1cti HealthFitness 0.00 004 069 075 081 087 08 09 087 089
LEGAL-BERT and DistilRoBERTa on Iy IdentityVerificationlnfo  0.00 0.00 019 010 020 043 035 011 029 0.11
H Images 0.00 0.00 0.56 0.76 0.77 0.69 0.88 0.65 0.73 0.76
get to 042 and 0.40 with gOOd InternetHistory 000 000 000 000 056 080 084 042 037 043
Languageanalysis  0.00 000 000 000 100 000 000 000 000 000
performance the more represented ok 0N G O U BN S OF O a8 U8
. ListFriendslnfo 000 000 000 000 067 067 100 000 100 100
classes (e- 8., Devicel nfO, Ge n, Geol nfO, Metadata 000 000 065 067 023 054 067 026 044 022
. Payment 000 008 065 059 070 078 079 072 075 069
HealthFitness , Usa ge Data and Performance 000 005 056 056 059 086 08 067 038 0.5
Pucchase 000 003 064 058 068 069 069 057 047 050
UserGenerated ) Settings 000 000 072 055 074 074 083 067 069 064
. cr Sociallnteraction 000 005 017 035 021 030 029 020 000 0.8
UsageData 0.00 0.12 0.65 0.60 0.58 0.63 0.64 0.53 0.55 0.59
» They completely fail at classifying the

. . . UserGenerated  0.00 002 060 059 062 054 076 052 058 057
classes with just a few or no training UseiProfielafo 000 011 033 043 034 050 043 03 044 0ds
Avg 001 003 042 040 053 057 060 039 048 047

samples.

Table 5. Results for the KIND classification task. We report the F1 score for the classes, along with their macro
average. In the Gemini and Llama columns, zero; refers to the zero-shot experiment with class labels only,
while the prompt for zero also contains a short description of each class.



CATEGORY/SUBCATEGORY
detection:

1.

DistilRoBERTa in both
settings
LEGAL-BERT.

Experimental Results

SPECIFICATION :

Model Category-Subcategory Specification 1 . L EG A L_ B E RT
BC BS IC IS 0 Avg BSp ISp O Avg L.
Majority baseline 000 000 000 000 069 0.14 0.00 000 074 025 2. Disti l RoBERTa ’ ( beSt
Random baseline 007 013 010 020 029 016 004 035 041 027 m Od e | i n d etect i n g th e
LEGAL-BERT 060 080 053 073 086 0.70 070 092 093 0.85
DistilRoBERTa 081 053 074 0.88 073 087 090 0.84 B- SPECIFICATION.

emini 2ero-sho 5 : ; . : : 000 073 087 053 3. Gemini almost
Gemini few-shot 064 075 057 065 085 069 042 081 089 071 identical
Llama zero-shot 040 040 026 032 075 043 002 043 078 041 laentical scores
Liama few-shot 029 034 037 030 076 041 017 062 082 054 between zero and few-
I-C I-S 0 Avg. I-Sp 0 Avg. Shot mOdeS |n |O
Majority baseline 000 000 069 023 000 074 037 .
Random baseline 0.19 035 041 032 044 053 048 setting, but unable to
LEGAL-BERT Ns0__NRI _0RT _ N7A 0.92 093 0.92 d etect B-
DistilRoBERTa 0.62 081 087 077 089 092 090
Gemini zero-shot 022 040 076 046 0.83 087 085 SPECIFICATION in zero-
Gemini few-shot 050 056 085 0.64 082 089 086 :
shot BIO setting.
Llama zero-shot 026 031 075 044 054 078 0.66
Llama few-shot 030 028 076 045 065 082 073

Table 6. Results for the detection tasks, both in BIO and IO formats. We report the F1 score for the classes,
along with their macro average. In the name of the classes, we use C for CATEGORY, S for SUBCATEGORY
and Sp for SPECIFICATION.



Conclusions

» Fine-tuned models (LEGAL-BERT and
DistilRoBERTa) obtained the best results in
almost all tasks (not for kind classification:
high number + few samples for some)

» For KIND classification LLMs’ ability to learn
with very few examples emerges (e.g.,
Gemini surpasses fine-tuned models even in
zero-shot mode, with just classes’ names as
task description)

Developments

»Expand the categories of clauses (e.g.,
purp + basis and more) and consider
their relationships, e.g., what data for
what purposes and what are the related
legal bases.

> Increase the number of instances of the
least represented classes (> PPs)

» Create a pipeline that includes all tasks
» Experiment with other languages

» Quantitative and qualitative analysis of
data practices in PPs
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