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Imaging inverse problems

We are interested in an unknown image x ~HR9.
We measure y Y, related to x “by some mathematical model.
For example, in many imaging problems

y = AxHw;

for some operator A that is poorly conditioned or rank deficient,
and an unknown perturbation or “noise” Ww.

The recovery of x from y is usually not well posed. Additional
information is required in order to deliver meaningful solutions.
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Mathematical imaging frameworks

There are three main mathematical and computational frameworks for
inference in imaging inverse problems:

Mathematical analysis
Bayesian statistics.

Machine learning.

These frameworks have complementary strengths and weaknesses.

Our aim is to develop a unifying framework of theory, methods, and
algorithms that inherits the benefits of each approach.
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The Bayesian statistical approach

Model x “ds a realisation of a r.v. on RY. Use the distribution of
to regularise the problem and promote expected properties.

The observation y is a realisation of a r.v. ( 0 =x5)!

Inferences about x “from y are derived from the joint distribution of
( ; ) - specified via the decomposition p(x;y) = p(yX)p(x).
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The Bayesian framework

The decomposition p(x;y) = p(yX)p(X) has two key ingredients:

The likelihood function: the conditional distribution p(y[X) that models
the data observation process (forward model).

The prior function: the marginal distribution p(x) = [ p(x;y)dy that
models our knowledge about the solution

For example, for y = Ax +w, with w CN(0; 21), we have
y [N (Ax; ?1);

or equivalently

p(YR) Cexb{-0-Ax(12 *}:
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Prior distribution

For this tutorial, we assume a prior distribution of the form:
1
Z()

for some statistic [RY - R™, [R™, and constraint set Q [RY.

_ =
p(x) = e Ogx);
Often  and Q are convex on RY and p(x) is log-concave.

The normalising constant Z( ) is given by
1
Z()=r e Mdx;
() I,
so foP(x)dx =1. This will play a key role in model selection techniques.

The statistic  can be assumption-driven (e.g., a sparsity promoting
norm), purely data-driven, or a combination of both.
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Posterior distribution

We base our inferences on the posterior distribution p(x[y}).
We derive p(x[y) from the likelihood p(y[X) and the prior p(x) by using

p(yX)p(x)
p(y)

where p(y) = g p(yX)p(x)dx measures model-fit-to-data.

p(xy) =

The conditional p(Xy) models our beliefs about  after observing =Y.

In this first tutorial, we consider that p(Xlyl) is log-concave; i.e.,
P(XY) =exp{= ()} g exp{~ (x)}dx;

where (x) is a convex function on RY.
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Illustrative example: astronomical image reconstruction

Recover x [RY from low-dimensional degraded observation
y=MFX+w;

where F is the continuous Fourier transform, M [C™ js a measurement
operator, W is a wavelet basis, and w [N (0; 2Im). We use the model

pP(X§) Cexp (-G0- MFx 72 = WX E)1gy (X): (1)

[N (MFx 51 21)

XI:I

y
Figure: Radio-interferometric measurements of the W28 supernova.

M. Pereyra Bayesian imaging methods 10/83



Maximum-a-posteriori (MAP) estimation

The predominant Bayesian approach in imaging is MAP estimation

Kvap = argmax p(xy);
K (2)
=argmin (X):
x [Rd

When p(x[y) is log-concave, Xpmap is a convex optimisation problem. We
are usually able to solve convex problems very efficiently (see Chambolle
and Pock (2016))..

See, e.g., Chambolle and Pock (2016) for more details.

M. Pereyra Bayesian imaging methods 11/83



MAP estimation by proximal optimisation

To computexXyap We could use a proximal splitting algorithm. Let
f'xe ¥y MFxY¥2 2; and g°x* Y x¥; loglgn™xe;

wheref andg are l.s.c. convex oY, andf is L;-Lipschitz di erentiable.

For example, we could usefoximal gradient iteration

m 1

X Lite om Lag~oMm.. .
proxg’ ~x L “Of "X oo ;

converges tox(iap at rate O”1~me, with poss. acceleration t@"1~m?s.

De nition For AO, the -proximal operator of a convex l.s.c. functian
is de ned as (Moreau, 1962)

prox,”xe <argming”us iSIJS xS
UsRN 2
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lllustrative example: astronomical image reconstruction

Recover x >RY from low-dimensional degraded observation
y MFEx w;

whereF is the continuous Fourier transfornM >C™ 9 is a measurement
operator, is a wavelet basis, andv N ~0; 2| . We use the model

P X§e EexplhoVy MFXY¥~2 2 Y XYiZlgn Xe: (3)

y Rvap

Figure: Radio-interferometric image reconstruction of tié28 supernova
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Modern convex optimisation can computevery e ciently...

With parallelised and distributed algorithms...

With theoretical convergence guarantees..

And GPU implementations...

With data-driven avours based on input convex neural networks..
Also non-convex extensions...

So the problem is quite solved, right?
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Not really...
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Elephant 1: what is the uncertainty abox®

SS kMAP

How con dent are we about all these structures in the image?
What is the error in their intensity, position, spectral properties?

UsingXuap to derive physical quantities? what error bars should we put.
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lllustrative example: magnetic resonance imaging

We use very similar technigues to produce magnetic resonance images.

R R (zoom)

Figure: Magnetic resonance imaging of brain lession.

How can we quantify our uncertainty about the brain lesion in the image
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lllustrative example: magnetic resonance imaging

What about this other solution to the problem, with no lesion?

R R%(zoom)

Figure: Magnetic resonance imaging of brain lession.

Do we have any arguments to reject this solution?
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Elephant 1: what is the uncertainty abox®

Another example related to sparse super-resolution in live-cell microsco

y Rvap Rwap (zoom)
Figure: Live-cell microscopy data (Zhu et al., 2012).

The image is sharpened to enhance molecule position measurements, |
what is the precision of the procedure?
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Elephant 2: multiple competing models

Two imaging scientists often formulate di erent models/cost functions to
recoverx

R argminyy  Ai;xYs  1hy"xe;
x>Rd

R, argmin¥y Apx¥s  shy"xe;
x>Rd

(4)

How can we compare them without ground truth available?

Can we use several models simultaneously?
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Elephant 3: partially unknown models

Some of the model parameters might also be unknown; e.gR in

R argminyy  A;xYs  hy'xe: )
x>Rd

Then parametrises a class of models for x.
How can we select without using ground truth?

Could we use all models simultaneously?
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utline

Bayesian inference
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Bayesian decision theory

Given the following elements de ning a decision problem:
Decision space

Loss functionL”™ ; xe RY R quantifying the loss (or pro t)
related to taking action > when the truth is x >R9.

A modelp”xe representing probabilities fox.

What is the optimal decision* > when x is unknown?
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Bayesian decision theory

Given the following elements de ning a decision problem:
Decision space

Loss functionL”™ ; xe RY R quantifying the loss (or pro t)
related to taking action > when the truth is x >RY.

A probability modelp”™xe representing knowledge abouwt

According to Bayesian decision theory (Robert, 2001), the optimal decisi
under uncertainty is

¥ argminE™L" ; xe§e argming L™ ; xep~xedx:
> >
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Bayesian point estimators

Bayesian point estimators arise from the decision "what point #RY
summarisexy best?". The optimal decision under uncertainty is

A argminE" L u;xe§e argming L u;xep x§edx
u>Rd u>Rd
where the losd."u; xe measures the \dissimilarity" between and x.

General desiderata:
L"u;xe CO; ! u;x >R,
L'u;xe O u x,
L strictly convex w.r.t. its rst argument (for estimator uniqueness).
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Bayesian point estimators - MMSE estimation

Example: the squared Euclidean distaricai;xs Yu xY? de nes the
so-called minimum mean squared error estimator.

Avvse  argming Wi xYap x§edx:
u>Rd
By di erentiating w.r.t. to u and equating to zero we obtain that
S "Rumse X*P'xFedx 00 Rumse S P XFedx 5 Xp'xFedx;

hencexfyyse E " x§e (recall that Rp"x§edx 1).
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What about the MAP estimator?

Assume thatp™x§e Eexpg y Xee is log-concave, i.e.,y convex onRY.

The Bayesian estimator that minimises the Bregman divergence loss
L'u;xe D “u;x*< "ue “xe © “"x*u Xe,isthe MAP estimator
A argminE"L"u;x+*§e+ argming D “u;Xep x§edx

u>Rd u>Rd
argmaxp Xye;
x>Rd (6)
argmin " Xe;
x>Rd

Rvap

Interestingly, the \dual" estimator isxQwse, i.€.,
A argminE"L"x;x*§e argming D "X;ueep x§edx
u>Rd u>Rd 7
RMMSE
See Pereyra (2019) for proof and details.
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Posterior credible regions

Where does the posterior probability massyofie?
A setC is a posterior credible region of con dence levél <% if
Px>Cy§g 1

For any >70;1e there are in nitely many regions of the parameter space
that verify this property.

The highest posterior densityHPD) region is decision-theoretically
optimal in a compactness sense

C¥ "X "xeB

with >R chosen such thaR.; p"x§edx 1 holds.
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Hypothesis testing

Hypothesis test split the solution space in two meaningful regions, e.g.,

Ho x>S
H1 x>S

whereS * RY contains all solutions with some characteristic of interest.

We can then assess the degree of supportHarvs. H1 by computing
P Hoye Ss p"xyedx; P'Hi§e 1 P Hpye:
We can also rejecHg in favour ofH; with signicance > 0;1 if

P Ho§* B :
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Bayesian model selection

The Bayesian framework provides theory for comparing models objectively.
Given K alternative models {Mj}jK=1 with posterior densities
M;j O pj(xy) = p; (yE)p; (x))/p(y);
we compute the (marginal) posterior probability of each model, i.e.,
pP(M;y) Cply™M;)p(Mj) (8)
where p(y M) Cpj(y) = 5 pj(yX)p;j (x)dx measures model-fit-to-data.

We then select for our inferences the “best” model, i.e.,
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Bayesian model calibration

Alternatively, given a continuous class of models {M ; [} with

p(yX; )p(xO)

M O p(xly; )= i) ;

we compute the (marginal) posterior

pC §) =pyDp( )py) (9)
where p(yl) =y p(yX; )p(x[)dx measures model-fit-to-data.

We then calibrate our model with the “best” value of |, i.e.,

“map = argmaxp( §):
@
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Bayesian model averaging

We can also use all models simultaneously!

Given K alternative models {MJ-}J-K:1 with posterior densities

Mj O py(x¥) = pj(yR)p; (x))/pj(y);

we marginalise w.r.t. the model selector |, i.e.,
K K
P(xY) =3 p(x; Mjy) = 3 p(xly; Mj)p(M;y) (10)
j=1 i=1

where the posterior probabilities p(Mj[y) control the relative importance
of each model.
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Bayesian model calibration

Similarly, given a continuous class of models {M ; [®} with

Sy bYX; )p(xO)
M O p(xly; )——p(yD) ;

and a prior p( ), we marginalise
PO = f_PCX; ) ;
=fep(><®; )p( ¥)d

where again p( [¥) controls the relative contribution of each model.
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My interpretation of log-concave prior distributions

Log-concave priors regularise the inverse problem by promoting solutions
for which  (x) is close to its expectation E( [1), controlled by [RP.

Formally, when is convex we have concentration of probability mass on
the typical set (see Bobkov and Madiman (2011))

P{I( )-E( O)3 O}<3exp{- 2d/16}; [I(0;2) (11)
Moreover, by differentiating Z( ) and using Leibniz integral rule
EC (D =g, Ip)dx=-L1dgZ(); (12)
hence p(x) softly constrains (X) =—L_IdgZ( ) when d is large.

Z( ) is strongly log-concave, hence [1dgZ( ) spans RP (think duality).
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My interpretation of log-concave prior distributions

For example, priors of the form
p(x) Cel ™

for some basis or dictionary W [RY*P and norm LIy are encoding
E(Bx D) =

See Pereyra et al. (2015); Fernandez-Vidal and Pereyra (2018) for more
details and other examples.
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The Bayesian statistical paradigm provides a power mathematical
framework to solve imaging problems...

It allows deriving optimal estimators for X..

As well as quantifying the uncertainty in the solutions delivered...
It supports hypothesis tests to inform decisions and conclusions...
And allows operating with partially unknown models...

And with several competing models...

So the problem is quite solved, right?
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Not really...

How do we compute all these probabilities?
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Outline

Bayesian computation based on SDEs and proximal optimisation
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Inference by Markov chain Monte Carlo integration

Monte Carlo integration

approximate posterior expectations and probabilities

1

M
v S h(Xm) - E{h( )¥}; asM - oo
m=1

Markov chain Monte Carlo:
Construct a Markov kernel Xm+1 Xy CK ([X;,) such that the Markov

MCMC simulation in high-dimensional spaces is very challenging.
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Unadjusted Langevin algorithm

Suppose for now that p(x[y) [Q%. Then, we can generate samples by
mimicking a Langevin diffusion process that converges to p(x[y) ast - oo,

V_
X O dXi= [Clogp (Xcy)dt+ 2dW¢; 0<t<T; X(0)=xXo:
where W is the Brownian motion on RY.

Because solving X exactly is generally not possible, we use an Euler
Maruyama approximation and obtain the “unadjusted Langevin algorithm”

Vv__
ULA O Xm+1 =Xm+ Llogp(Xmy) + 2 Zms1; Zm+1 CEN(O;51R)
ULA is remarkably efficient when p(x[y) is sufficiently regular.

Unfortunately, imaging models often violate these regularity conditions.
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Non-smooth models

Without loss of generality, suppose that

p(xy) Cexb{-f(x)-g(x)} (13)

where f (x) and g(x) are l.s.c. convex functions from RY _ (—oo; +co], f
is L¢-Lipschitz differentiable, and g [Q*.

For example,

F() =55 0-AXE) ()= B 1s(x);
for some linear operators A, B, norm [Il+]and convex set S.

Unfortunately, such non-models are beyond the scope of ULA.

Idea: Regularise p(Xy) to enable efficient Langevin sampling.
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Approximation of p(x|y)

Moreau-Yoshida approximation of p(x¥t) (Pereyra, 2015):
Let >0. We propose to approximate p(X¥) with the density

exp[-f(x)-g ()] .
Jre exp[-f (x) =g (x)]dx’

p (xiy)=
where g is the Moreau-Yoshida envelope of g given by
g ()= inf {g(u)+ (2 )" - xB;

uRd

and where  controls the approximation error involved.
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Moreau-Yoshida approximations

Key properties (Pereyra, 2015; Durmus et al., 2018):

30, p defines a proper density of a probability measure on RY.

Convexity and di erentiability:
o p is log-concave on RY.

o p [T! even if p not differentiable, with
Llogp (xy) =— LK) + {proxy (x) —x}/ ;
and proxg (x) = argminy g g (U) + 500 - XI5,
o [dogp s Lipchitz continuous with constant L <Ls + L.
Approximation error between p (xy) and p(xi¥):

o lim _olpl —pl&y =0.
o If g is Ly-Lipchitz, then [pl —plxy < Lé.
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[llustration

Examples of Moreau-Yoshida approximations:

05 /\ ;

b /,’:\ 08 ‘“

03 ) f’ ’ \\\'\ 05 L‘yl i

02 //7 \\‘\ 04 / /i" j“\\n

ow/y \1\\ o/ ;’j | \

A T a R B

B -2 -1 ] 1 2 K -1 0 1 -15 -1 -05 0 05 1 15
pP(x) Led (-0 p(x) Cexp (-x*) P(X) [Iflos0:51(X)

Figure: True densities (solid blue) and approximations (dashed red).
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Proximal ULA

We approximate X with the “regularised” auxiliary Langevin diffusion
V_
X 0 dX;=[Logp (X;y)dt+ 2dW;; 0<t<T; X (0)=xo;

which targets p (X). Remark: we can make X arbitrarily close to X.

Finally, an Euler Maruyama discretisation of X leads to the
(Moreau-Yoshida regularised) proximal ULA

v__
MYULAD Xme1 = (1= -)Xm— OfKn}+ - proxg{Xm}+ 2 Zm1;

where we used that [g1Ix) ={x —proxg (x)}/ .
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Convergence results

Non-asymptotic estimation error bound

Theorem 3.1 (Durmus et al. (2018))

Let M =(L;+1/ )7!. Assume that g is Lipchitz continuous. Then,
there exist  [(0; M™®] and M [N such that C ¥ and [MI=M

,QM -pH < + L

where QM is the kernel assoc. with M iterations of MYULA with step

Note 1:  and M are explicit and tractable. If f +¢ is strongly convex
outside some ball, then M scales with order O(d log(d)). See Durmus
et al. (2018) for other convergence results.
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lllustrative example 1

Three toy models:

2 ] 0 1 B

pP(x) Cexb (X0

Figure: True densities (blue) and MC approximations (red histogram).
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lllustrative example 2: radio-interferometric imaging

Astro-imaging experiment with redundant wavelet frame (Cai et al., 2017).

RpenmLE (¥) vmse = E(xY) credible intervals (scale 10 x 10)

RpenmLE (V) mmse = E(xY) credible intervals (scale 10 x 10)

3C2888 and M31 radio galaxies (size 256 % 256 pixels).
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Bayesian Uncertainty quantification

Where does the posterior probability mass of x lie?
A set C is a posterior credible region of confidence level (1 - )% if
P[ [T ¥]=1-

The highest posterior density (HPD) region is decision-theoretically
optimal (Robert, 2001)

cEXxoxs }

with [R chosen such that focp(X¥)dx =1~ holds.

we can estimate  from (sample) quantiles of (X1);:::; (Xm).

Alternatively, we can compute a bound <7 (Xmap) analytically by
using probability concentration results. See Pereyra (2016).
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Bayesian Uncertainty quantification

Bayesian hypothesis test for specific image structures (e.g., lesions)

Ho OThe structure of interest is ABSENT in the true image
H; OThe structure of interest is PRESENT in the true image

The null hypothesis Hyg is rejected with significance  if

P(Holy) <

Theorem (Repetti et al., 2018)

Let S denote the region of RY associated with Hg, containing all images
without the structure of interest. Then

SnC = CITPHY) <
If in addition S is convex, then checking S nC = [isla convex problem

min IX]—&I;Z] st. x[@Q ; x[3:

X; x [Rd
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Uncertainty quantification in MRl imaging

fvap (zoom) X [8g:01 (zoom) x (3 (zoom)

MRI experiment: test images X = x, hence we fail to reject Hy and conclude that
there is little evidence to support the observed structure.
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